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Classibcation

¥ Qualitative variables take values in an unordered setC,
such as:
eye color ! {brown, blue, green}
email ! {spamhan}.

¥ Given a feature vector X and a qualitative responseY
taking values in the setC, the classibcation task is to build
a function C(X) that takes as input the feature vector X
and predicts its value forY;i.e. C(X)! C.

¥ Often we are more interested in estimating theprobabilities
that X belongs to each category inC.
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Classibcation

¥ Qualitative variables take values in an unordered setC,
such as:
eye color ! {brown, blue, green}
email ! {spamhan}.

¥ Given a feature vector X and a qualitative responseY
taking values in the setC, the classibcation task is to build
a function C(X) that takes as input the feature vector X
and predicts its value forY;i.e. C(X)! C.

¥ Often we are more interested in estimating theprobabilities
that X belongs to each category inC.

For example, it is more valuable to have an estimate of the
probability that an insurance claim is fraudulent, than a
classibcation fraudulent or not.
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Credit Card Defualt
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Can we use Linear Regression?

Suppose for theDefault classibcation task that we code
!
0 if No

Y= 1 if Yes

Can we simply perform a linear regression off on X and
classify asYesif Y > 0.5?

Two problems: coding & [0 1]



Can we use Linear Regression?

Suppose for theDefault classibcation task that we code
!
0 if No

1 if Yes

Can we simply perform a linear regression o on X and
classify asYesif Y > 0.5?

¥ In this case of a binary outcome, linear regression does a
good job as a classiber, and is equivalent tbnear
discriminant analysis which we discuss later.

¥ Since in the population E(Y|X = x)=Pr(Y =1|X = x),
we might think that regression is perfect for this task.
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Can we use Linear Regression?

Suppose for theDefault classibcation task that we code
!
0 if No

1 if Yes

Can we simply perform a linear regression o on X and
classify asYesif Y > 0.5?

¥ In this case of a binary outcome, linear regression does a
good job as a classiber, and is equivalent tbnear
discriminant analysis which we discuss later.

¥ Since in the population E(Y|X = x)=Pr(Y =1|X = x),
we might think that regression is perfect for this task.

¥ However, linear regression might produce probabilities less
than zero or bigger than one. Logistic regressionis more
appropriate.
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Linear versus Logistic Regression

Probability of Default
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Probability of Default
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The orange marks indicate the responsé&’, either 0 or 1. Linear
regression does not estimate PN = 1|X) well. Logistic
regression seems well suited to the task.
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Logistic Regression

Linear regression

LetOs writep(X ) = Pr( Y = 1|X) for short and consider using
balanceto predict default. Logistic regression uses the form

g o+ 11X
p(X) =

(e! 2.71828 is a mathematical constant [EulerOs number.])
It is easy to see that no matter what values! g,! 1, or X takes,
p(X) will have values between 0 and 1.

1+ e!o+!1X )



Logistic Regression

LetOs writep(X ) = Pr( Y = 1|X) for short and consider using
balanceto predict default. Logistic regression uses the form

e!o+! 1 X
p(X) =

(e! 2.71828 is a mathematical constant [EulerOs number.])
It is easy to see that no matter what values! o,! 1, or X takes,
p(X) will have values between 0 and 1.
A bit of rearrangement gives
| "

- p(X)

1" p(X)
This monotone transformation is called the or
transformation of p(X). The relationship between p(X)and X is

nonlinear. If 1 > 0, p(X) increases with X.

Q: What the expression if we codey with " 1 and 1?

1+ e!o+!1X )

log =lo+ 14X



Linear versus Logistic Regression
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Logistic regression ensures that our estimate fop(X) lies
between 0 and 1.
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Maximum Likelihood

How to estimate?

We use maximum likelihood to estimate the parameters.
! !
'("o0,") = p(Xi) 1! p(xi)) .
ityi=1 ity; =0
This gives the probability of the observed zeros and
ones in the data. We pick" g and "1 to maximize the likelihood
of the observed data.



Maximum Likelihood

We use maximum likelihood to estimate the parameters.

n n

'("o0,") = P(Xi) (1" p(xi)).

ityi=1 ity; =0

This likelihood gives the probability of the observed zeros and
ones in the data. We pick" g and "1 to maximize the likelihood
of the observed data.

Most statistical packages can bt linear logistic regression models
by maximum likelihood. In Rwe use theglm function.

Cod cient Std. Error Z-statistic P-value
Intercept -10.6513 0.3612 -29.5 < 0.0001
balance 0.0055 0.0002 24.9 < 0.0001
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Cod cients estimation for logistic regression

¥ The log-likelihood can be written
!N
()= A{yilogp(xi;")+ (1 ! yi)log(1! p(xi;"))}
i=1
IN " # $%
= yi""xi! log 1+¢€ X
i=1
Cross entropy loss: (")

Here" = {"10,"1}, and we assume that the vector of inputs x;
includes the constant term 1 to accommodate the intercept.
To maximize the log-likelihood, we set its derivatives to zero. These
score equations are

#(") _
o =

(4.20)

!N

Xi(yi' p(xi;"))=0, (4.21)
i=1
which are p+ 1 equations nonlinear in " . Notice that since the brst
gomponentgpf X; is 1, the brst score equatlon specibes that

i1 Yi = i p(xi;"); the expected number of class ones matches
the observed number (and hence also class twos.)
Unlike linear regression, we can no longer write down in closed form



Cod cients estimation for logistic regression

To solve the score equations (£1), we use the Newton-Raphson

algorithm, which requires the second-derivative or Hessian
matrix

2u IN
et = P @l pein). (42)

Starting with #°9 | a single Newton update is

BECMEAC
g T F 2

where the derivatives are evaluated at#°!d .

#new - #0|d |

(4.23)



Cod cients estimation for logistic regression
y denote the vector ofy; values, X the N ! (p+ 1) matrix of X;
values, p the vector of btted probabilities with ith element
p xi;! 9 and W aN ! N.diagonal matrix.of weights with ith
diagonal elementp x;;! %4 (1" p x;;! %4 . Then we have

T <Xy p) (4.24)

,,Iif(') = " XTwx (4.25)

The Newton step is thus

!neW - |O|d + X WX !1X (yn p) $
|
X TWX aE XTw X'O'd +W'Yy" p) (4.26)

Twx X Twz



Cod cients estimation for logistic regression

In the second and third line we have re-expressed the Newton
step as a weighted least squares step, with the response

z=X1%+w'l(y! p), (4.27)

sometimes known as theadjusted response These equations get
solved repeatedly, since at each iteratiorp changes, and hence
so doesW and z. This algorithm is referred to as iteratively
reweighted least squaresr IRLS, since each iteration solves the
weighted least squares problem:

1w arg rqin(z! X)W (z! X1). (4.28)



Making Predictions

What is our estimated probability of default for someone with
a balance of $1000?

%+ X g 10.6513+0.0055" 1000

X)) = 1+ %+ 0iX = 1 + ¢ 10.6513+0.0055" 1000 =0.006
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Making Predictions

What is our estimated probability of default for someone with
a balance of $1000?

%+ X g 10.6513+0.0055" 1000
X)) = 6ot O I 10.6513+0.0055 1000 — 0 -006
1 + er+ Plx 1-+ e . .
With a balance of $20007?
%+ 01 x g 10.6513+0.0055" 2000
=0.586

(X ) = — = 0
a(x) 1+ %+ Ox 1+ ¢ 10.6513+0.0055" 2000
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Lets do it again, using student as the predictor.

Cod cient Std. Error Z-statistic P-value

Intercept -3.5041 0.0707 -49.55 < 0.0001

student[Yes] | 0.4049 0.1150 352  .0004
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Lets do it again, using student as the predictor.

Cod cient Std. Error Z-statistic P-value
Intercept -3.5041 0.0707 -49.55 < 0.0001
student[Yes] 0.4049 0.1150 3.52 .0004

e! 3.5041+0.4049" 1

Pr(default =Yegstudent =Yes) = T+ o ssoamoaoag 1 = 0-0431

e! 3.5041+0.4049' 0

Pr(default =Yegstudent =Ng = T+ g asoamoaoag o = 0-0292
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Logistic regression with several variables
, .

X)) .
|Og m —|0+|1Xl+aa‘é|po

e!o+! 1X 1+ 4ad! pxp

p(X) = 1+ @ ot X1+ 4881 %,

Cod cientt Std. Error Z-statistic P-value
Intercept ! 10.8690 0.4923 1 22.08 < 0.0001
balance 0.0057 0.0002 24.74 < 0.0001
income 0.0030 0.0082 0.37 0.7115
student[Yes] | 0.6468 0.2362 1 2.74 0.0062

¥ Why is cod cient for student negative, while it was positive
before?

¥ What is the F test and t-test for logistic regression? Likelihood
ratio, Wald test?

¥ Quiz: WhatOs logistic model and likelihood function will be if we
encoding! 1 and 1 ?



Default Rate

Confounding
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¥ Students tend to have higher balances than non-students,
so their marginal default rate is higher than for
non-students.

¥ But for each level of balance, students default less than
non-students.

¥ Multiple logistic regression can tease this out.
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Example: South African Heart Disease

¥ 160 cases of MI (myocardial infarction) and 302 controls
(all male in age range 15-64), from Western Cape, South
Africa in early 80s.

¥ Overall prevalence very high in this region: 51%.

¥ Measurements on seven predictors (risk factors), shown in
scatterplot matrix.

¥ Goal is to identify relative strengths and directions of risk
factors.

¥ This was part of an intervention study aimed at educating
the public on healthier diets.
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> heartfit<-glm(chd #.,data=heart,family=binomial)
> summary (heartfit)

Call:
glm(formula = chd # ., family = binomial, data = heart)

Coefficients:
Estimate Std. Error z value Pr(>|z])

(Intercept) -4.1295997 0.9641558 -4.283 1.84e-05 ***
shp 0.0057607 0.0056326 1.023 0.30643
tobacco 0.0795256 0.0262150 3.034 0.00242 **
Idl 0.1847793 0.0574115 3.219 0.00129 **
famhistPresent 0.9391855 0.2248691 4.177 2.96e-05 ***
obesity -0.0345434 0.0291053 -1.187 0.23529
alcohol 0.0006065 0.0044550 0.136 0.89171
age 0.0425412 0.0101749 4.181 2.90e-05 ***

(Dispersion parameter for binomial family taken to be 1)

Null deviance: 596.11 on 461 degrees of freedom
Residual deviance: 483.17 on 454 degrees of freedom
AIC: 499.17
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Case-control sampling and logistic regression

¥ In South African data, there are 160 cases, 302 controls N

# =0.35 are cases. Yet the prevalence of Ml in this region
is # =0.05.

¥ With case-control samples, we can estimate the regression
parameters"; accurately (if our model is correct); the
constant term " g is incorrect.

¥ We can correct the estimated intercept by a simple
transformation

o # #
0 = 0y + o " log——
0 ot 109 1" # 91.. m

¥ Often cases are rare and we take them all; up to pve times
that number of controls is sul cient. See next frame
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Coefficient Variance

Diminishing returns in unbalanced binary data

0.05 0.06 0.07 0.08 0.09

0.04

® Simulation
® Theoretical

Control/Case Ratio

Sampling more
controls  than
cases reduces
the variance of
the parameter
estimates. But
after a ratio of
about 5 to 1
the variance re-
duction Rattens
out.
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Linear Regression continued

Now suppose we have a response variable with three possible
values. A patient presents at the emergency room, and we must
classify them according to their symptoms.

$
%1 if stroke ;
Y = %2 if drgg o_verd(?se;
3 if epileptic seizure

This coding suggests an ordering, and in fact implies that the
di" erence betweerstroke and drug overdose is the same as
betweendrug overdose and epileptic seizure
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Linear Regression continued

More than two classes:

Now suppose we have a response variable with three possible
values. A patient presents at the emergency room, and we must
classify them according to their symptoms.

!
" 1 if stroke;

2 if drug overdose
3 if epileptic seizure

Y

This coding suggests an ordering, and in fact implies that the
di! erence betweerstroke and drug overdoseis the same as
betweendrug overdoseand epileptic seizure. Here We can
rearrange the coding order.

Linear regression is not appropriate here.Di! erent codes
produce dil erent results.

Multiclass Logistic Regressionor Discriminant Analysis are
more appropriate.



Logistic regression with more than two classes

So far we have discussed logistic regression with two classes.
It is easily generalized to more than two classes. One version
(used in the R packageglmnet) has the symmetric form

e okt !Xt ..+ Xp
Pr(Y = k|X) = ¢ K
thay

got!luXat. .+, Xp

Here there is a linear function foreachclass.
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Logistic regression with more than two classes

So far we have discussed logistic regression with two classes.
It is easily generalized to more than two classes. One version
(used in the R packageglmnet) has the symmetric form

e okt !Xt ..+ Xp
Pr(Y = k|X) = € K
th

got!luXat. .+, Xp

Here there is a linear function foreachclass.

(The mathier students will recognize that some cancellation is
possible, and onlyK " 1 linear functions are needed as in
2-class logistic regression.)
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Logistic regression with more than two classes

So far we have discussed logistic regression with two classes.
It is easily generalized to more than two classes. One version
(used in the R packageglmnet) has the symmetric form

e okt !Xt ..+ Xp
Pr(Y = k|X) = € K
th

got!luXat. .+, Xp

Here there is a linear function foreachclass.

(The mathier students will recognize that some cancellation is
possible, and onlyK " 1 linear functions are needed as in
2-class logistic regression.)

Multiclass logistic regression is also referred to ashultinomial
regression

18/40
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Logistic regression with more than two classes

Pr(G=1|X =x) _

| Lo+ 11
OpG=KXx =x) 07 1%
Pr(G=2|X = x) T
g =la+ !X
Pr(G = K|X = x) 2 (4.17)
Pr(G=K! 1|X = x) _ T
0B G KX =5 Kot kX

The model is specibed in terms oK ! 1 log-odds or logit
transformations (ref3ecting the constraint that the probabilities
sum to one). Although the model uses the last class as the
denominator in the odds-ratios, the choice of denominator is
arbitrary in that the estimates are equivariant under this



Research ideas:Logistic regression with more than tw
classes

¥ How to conduct variable selection for multiclass logistic
regression?

¥ Should the sign of coé cients of same variable be same/
similar? How?

¥ Should the magnitude of coé cients of same variable be
same/ similar? How?

¥ Should the coé cients of di" erent regression has
proportionality structure? see more on Fang et
al.(2016,CSDA)



Research ideas:identify coefbcient proportionality
structure

Computational Statistics and Data Analysis 99 (2016) 12-24

. i " . x
Contents lists available at ScienceDirect b

Computational Statistics and Data Analysis
journal homepage: www.elsevier.com/locate/csda &
Identification of proportionality structure with two-part (!)c",ssmk

models using penalization
Kuangnan Fang ", Xiaoyan Wang ¢, Ben-Chang Shia¢, Shuangge Ma*>*

2School of Economics, Xiamen University, China

b Department of Biostatistics, Yale University, United States

€ College of Finance and Statistics, Hunan University, China

4 School of Health Care Administration, Big Data Research Center & School of Management, Taipei Medical University, China



Background

@ High medical cost has been an important contributing factor for
poverty, and medical cost had been rising signibcantly in China
(Fang et al, 2012). It is of interest to detect the determinants of
medical cost in China.

@ China Health and Nutrition Survey (CHNS) database
(http://mww.cpc.unc.edu/projects/china), conducted jointly by the
Carolina Population Center at the University of North Carolina at
Chapel Hill, the National Institute of Nutrition and Food Safety, and
the Chinese Center for Disease Control and Prevention.

@ After removing invalid data and those with missing measurements,
we obtain 396 observations. Among them, 280 (70.71%) have
zero medical cost.
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CHNS data
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Figure 1 : Analysis of CHNS data: histogram of log(Med.E + 1) for all
subjects (left panel) and for those with nonzero medical cost only (right

panel). o



Mxiture distribution data

@ Data with a mixture distribution are commonly encountered. For
example, outpatient clinic visits(Neelon and Malley), number of
cigaretter consumed (Han and Kronmal, 2006), medical
cost(Blough et al., 1999), insurance claim (Qian et al. 2015). A
special example is the "zero-inflated data”.

@ Multiple approaches have been developed for analyzing
zero-inflated data, including for example the quasi-likelihood
method (McCulloch and Searle, 2001), penalized quasi-likelihood
method (Yau and lee, 2001), Bayesian method (Ghosh et al.
2006), and others.

@ An appealing approach is two-part model (Manning et al.,1987;
Olsen et al., 2001; Han and Kronmal,2006).
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Two-part model

@ Two-part model assumes that the distribution of the response
variable Y is

f(y) = (1= ¢)Ly—o) + [¢ x N(y; 11,0®)|1(ys0), ¥ >0,0<¢ §(1 ,)
1

where ¢ = Pr(Y > 0) is the probability of a non-zero response,
1.y is the indicator function.

@ For subject /, let x; € RP denote the vector of covariates. Denote
X={x", -, x,"}. Consider model as

Part 1: g(¢i)=ar+x]!
Part 2: ylyi>0=ao+Xx" +¢



Literature Review

The sets of variables in the two model parts usually have a large
overlap and, quite often, are identical.

It is thus of interest to examine the proportionality structure of
covariate effects.

Research on the proportionality structure can be traced back to
Cragg(1971). Lamber(1992) discusses the proportionality
constraint for zero-inBated Poisson regression. Han and Kronmal
(2006) proposes a hypothesis testing-based approach. Liu (2013)
develops a forward stepwise hypothesis testing.

Model selection-based approaches have also been developed. Liu
and Chan (2011) develops a model selection criterion based on
the marginal likelihood. Liu et al. (2012) adopts a likelihood
cross-validation based method
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Literature Review

@ Analysis of proportionality structure can lead to important insights
into the underlying data generating mechanisms.

@ In addition, proportionality leads to a smaller number of unknown
parameters to be estimated and hence more efpcient estimates b
this has been shown both theoretically and numerically.

@ Existing methods have limitations:

e computational expensive;
e type | error can be nontrivial,
e unstable.
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Two-part model and proportionality structure

@ Following Liu et al. (2013), an anchor covariate is heeded and,
without loss of generality, denoted as X;. Its coefbcients in the two
model are nonzero. Denote ! = "#, with" £ 0.

@ Reuwrite part 2 of the model as
1
Part 1: g($)= % + X!
Part 2: yly;>0=%+"(x]1)+ %" +&

where %{ = (X2, 444&) and" = (' 2,444 p).
@ If" = 0, then the two covariate effects are fully proportional

@ If some components of " are zero, then the two covariate effects
are partially proportional

@ Thus determining the proportionality structure means to
determining which components of " are zero.
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Two-part model and proportionality structure

The log-likelihood function is
n 2 M T
/:—?Ina —2In27r—zi:In {1+exp(a1+x,ﬂ)]+i§0a1

1 -
+ Z X,T/@—@ Z(YI—QZ—TX,'TB—X/T’Y)Z,

iry;i>0 iryi>0

(4)

where ny = #{y; > 0}.
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Penalized estimation

@ Denote! =(",!,"1," 2, #2,#). Consider the penalized maximum
likelihood estimate (PMLE) which maximizes
Q)= 1(1)! P(S,I#]), (5)

Ip

where P($, [#[) = n P($,]%l) is the penalty function and $ > 0
j=2

is the data-dependent tuning parameter.

@ One sensible choice for penalty is the MCP which takes the form

2
$v! 3z v<a$
fag?2 v" a$’

Pa($,Vv) = (6)
where a > 0.

11/30



Algorithm

Outer loop : Based on ME;,, determine the best anchor variable, and obtain
the estimate result simultaneously.

For each k in 1,4aaap, denote Xy as the anchor variable, do the following
calculations.
Middle loop : Based on BIC criterion, select the best ! .

(a) Calculate the initial value 9= (Qko, B0, %o, €10, €20, ‘EO)

(b) Decreasing !, for each ! , carrying out the following calculations
Inner loop : Coordinate descent algorithm, to obtain the penalized estimate

(a) Set s = 0, denoted .ﬁisj) is parameter vector which equals to .fj(s) except
the jth component is set to ";.

(b) "3j(5+ Y = argmax{Q(! ,.fjisj))}. Update s := s+ 1

|
(c) Repeat step (a) and (b) until convergence
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Theoretical Properties

Let Vi =(xj,y;) fori=1,...,n,I(!) be the log-likelihood function of
the observations V4,...,Vn, and Q(!) be the penalized log-likelihood

Ip
functionI(!) ! n pi (|!;]).
j=2

Assume {V;:i=1,...,n} areiid, each with density function f(V,!).
Assume that conditions (A)-(C) listed in Appendix are satisbed. If
max{p'; (|! jol) - 'jo = O} # O, then there exists a local maximizer 0 of
Q(!) suchthat ||O1 14]| = Op(n" Y2+ ay).
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Theoretical Properties

Assume that conditions (A)-(C) listed in 7Qppendlx are satisbed and that
I|m|an|m|nfp M/">0.1f" 1" and n"!" | then with

probablllty tending to 1, for any given ! ; satisfying
[I'1$ ! 0]l = Op(n®Y?) and any constant C
I 2 ! 2
of 't y= ma oor It
v It llogcn' v2 0 Mo T

14/30



Theoretical Properties

Denote ! = diag{o0,..., 0,p i (I' 200), - - -+ p' (I! (s+1y,01)}, and
b=(0,....,0,p;, (I'201)s9r(! 20), - - -, Py, (I! (s+1),01)S9M" (s+1),0)) T-

Theorem 2(Oracle property):

Assume conditions (A)-(C) listed in Appendix and that
I|m|an|m|nfp, #H/$> 0. If$ I Oand n$!'# asn!# ,thenwith

probablllty tending to 1, the n consistent estimate in Theorem 1 must
satisfy: (a) Sparsity: P, = 0. (b) Asymptotic normality:

N1 10)+ ' O 8 1o+ (1 10)+ )30} ! N{O, I1(" 10)}

in distribution, where 11(! 10) = 11(! 10, 0), the Fisher information
knowing that ! , = 0.
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Discriminant Analysis

Here the approach is to model the distribution of X in each of
the classes separately, and then usBayes theoremto Rip things
around and obtain Pr(Y|X).

When we use normal (Gaussian) distributions for each class,

this leads to |lifié@l or [UBEIEHE discriminant analysis.

However, this approach is quite general, and other distributions
can be used as well. We will focus on normal distributions.
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Why discriminant analysis?

¥ When the classes are well-separated, the parameter
estimates for the logistic regression model are surprisingly
unstable. Linear discriminant analysis does not stier from
this problem. Why?

¥ If nis small and the distribution of the predictors X is
approximately normal in each of the classes, the linear
discriminant model is again more stable than the logistic
regression model.Why?

¥ Linear discriminant analysis is popular when we have
more than two response classes, because it also provides
low-dimensional views of the data. Why?



Bayes theorem for classibcation

Thomas Bayes was a famous mathematician whose name
represents a big subbeld of statistical and probablistic modeling.
Here we focus on a simple result, known as Bayes theorem:

Pr(X = x|Y = k) &Pr(Y = k)
Pr(X = x)

Pr(Y = k[X = x) =

20/40



Bayes theorem for classibcation
Thomas Bayes was a famous mathematician whose name
represents a big subbeld of statistical and probablistic modeling.
Here we focus on a simple result, known as Bayes theorem:

Pr(Y = k|X = x) = Pr(X = X||:T(>:< I;) j)Pr(Y = k)

One writes this slightly di" erently for discriminant analysis:

Pr(Y = k|X = x) = (M where
|1=1 ¢¢|f|(X)

¥ fr (x) =Pr( X = x|Y = k) is the density for X in classk.
Here we will use normal densities for these, separately in
each class.

¥ # = Pr(Y = k) is the marginal or prior probability for
classk.

20/40



Classify to the highest density
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decision boundary

We classify a new point according to which density is highest.



Classify to the highest density

125, 1,=5 123, 1,27

F

We classify a new point according to which density is highest.

When the priors are di' erent, we take them into account as
well, and compare#f(x). On the right, we favor the pink
class N the decision boundary has shifted to the left.
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Linear Discriminant Analysis whenp =1

The Gaussian density has the form

1 | l! X! P
f k(X) = ¢#Ei§§§7€§ 2 "k
k

Here i is the mean, and$,§ the variance (in classk). We will
assume that all the $y = $ are the same.
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Linear Discriminant Analysis whenp =1

The Gaussian density has the form

1 1 l! X! Hg
k

..2

Here i is the mean, and$,§ the variance (in classk). We will
assume that all the $y = $ are the same.

Plugging this into Bayes formula, we get a rather complex
expression forpc(x) =Pr( Y = K[X = x):

|

1 x! Py

1%
i 2#$e

( 1! x! Wy
K o
=1 ¥ 2#$e

2

Pk (X) =

2

Happily, there are simplibcations and cancellations.
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Discriminant functions

To classify at the value X = x, we need to see which of the
pk(X) is largest. Taking logs, and discarding terms that do not
depend onk, we see that this is equivalent to assigning< to the
class with the largestdiscriminant score:

R TVR Ut
%)= X8g; " 557

Note that %(x) is a linear function of x.

+log(#)
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Discriminant functions

To classify at the value X = x, we need to see which of the
pk(X) is largest. Taking logs, and discarding terms that do not
depend onk, we see that this is equwalent to assigning to the
class with the largest

HW: e(x) = le ! 2‘,1," +log (#)
Note that ! (x) is a function of x.
If there are K = 2 classes and#; = #, = 0.5, then one can see
that the ("'k(x) = 11(x)) is at
_ Hat 2
2

(See if you can show this)



x = HitH2 Dashed line is bayes decision
boundary. Solid line is LDA
decision boundary.

Example with puy = ! 1.5,u,=1.5,11=1,=0.5and"? = 1.



=1.

,M2=1.5 # = #,=0.5, and $?

know these parameters; we just have the

"15

Example with py

~

Typically we donOt

training data. In that case we simply [ESHlifigi§ the parameters

and plug them into the rule.
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Estimating the parameters

Nk
B = —~
K n
b = 1) .
Kk = — [
nkiiyi‘
1 )% ) )
$* = = (xi " fk)?
k=1i:yi=k
DL P
) k:ln" K

(

where $f = nk' T iy=k(Xi " Bk)? is the usual formula for the
estimated variance in thekth class.
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LDA

¥ The LDA classiber plugs the estimates given in (4.15) and
(4.16) into (4.13), and assigns an observatiorX = x to the
class for which

. g

W= xm !

+log (&)

is largest. The word linear in the classibers name stems
from the fact that the discriminant functions F(x) in
(4.17) are linear functions ofx (as opposed to a more
complex function of x).
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Linear Discriminant Analysis whenp > 1

Two predictors uncorrelated correlation of 0.7

i 1 Ty ! 1
Density: f (x) = We! 2o T (xt )



Linear Discriminant Analysis whenp > 1

X! N(u!)

Density: f (x) = We! Tt Tt p)

HW: Discriminant function: ! (x) = x™! ' T " Tpf! !ty +log "



Linear Discriminant Analysis whenp > 1

- _ 1 Ao T At o)
Density: f (x) = We 2
L . 1
Discriminant function: %(x)= x"! ' u " Zpft * Ly + log #

2

Despite its complex form,
%(X) = Cko+ Ck1X1+ CaX2 + ...+ CepXp N a linear function.
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Linear Discriminant Analysis whenp > 1

¥ In practice we do not know the parameters of the Gaussian
distributions, and will need to estimate them using our
training data

¥ by = I'\Ik/N, where Ny is the number of classk observations;
¥ fig :'. gi=|§Xi/N ks
¥0 =" 0 L )0t )T (N K).



lllustration: p=2 and K = 3 classes

Here#, = #, = #3 = 1/3.

The dashed lines are known as théayes decision boundaries
Were they known, they would yield the fewest misclassibcation
errors, among all possible classibers.
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4 variables
3 species
50 samples/class

Setosa
Versicolor
¥ Virginica

LDA classibes all
but 3 of the 150
training  samples
correctly.

FisherOs Iris Data

3.0 4.0
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12345867
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FisherOs Discriminant Plot

T v 1
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110 !5 0 5 10

Discriminant Variable 1

When there are K classes, linear discriminant analysis can be
viewed exactly in aK " 1 dimensional plot.
Why?
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FisherOs Discriminant Plot
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Discriminant Variable 2

110

Discriminant Variable 1

When there are K classes, linear discriminant analysis can be
viewed exactly in aK " 1 dimensional plot.
Why? Because it essentially classiPes to the closdSHlGenieid,
and they span aK " 1 dimensional plane.

30/40


kuangnan Fang


FisherOs Discriminant Plot

1
|

12 11 0
|
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1
1
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1
1
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]
1
]

Discriminant Variable 2

110

Discriminant Variable 1

When there are K classes, linear discriminant analysis can be
viewed exactly in aK " 1 dimensional plot.

Why? Because it essentially classibes to the closest centroid,
and they span aK " 1 dimensional plane.

Even whenK > 3, we can bnd the ObestO 2-dimensional plane

for vizualizing the discriminant rule.
30/40



From ! (x) to probabilities

Once we have estimate$k(x), we can turn these into estimates
for class probabilities:

Br(y = k|X et
r = = X)= — .
(V=KX = 0= g

So classifying to the largest®(x) amounts to classifying to the
class for whichBr(Y = k|X = x) is largest.
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From ! (x) to probabilities

Once we have estimate$k(x), we can turn these into estimates
for class probabilities:

Br(y = k|X et
r = = X)= — .
(V=KX = 0= g

So classifying to the largest®(x) amounts to classifying to the
class for whichBr(Y = k|X = x) is largest.

When K =2, we classify to class 2 iffr(Y = 2|X = x) $ 0.5,
else to class 1.
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Other forms of Discriminant Analysis

#f ik (x)

Pr(Y = kX = x) = (ol
== e #f1(%)

When f(x) are Gaussian densities, with the same covariance
matrix ! in each class, this leads to linear discriminant analysis.
By altering the forms for f(x), we get di" erent classibers.

¥ With Gaussians but di" erent!  in each class, we get
guadratic discriminant analysis.
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Other forms of Discriminant Analysis

#if (X
Pr(Y = KIX = X) = o’ — (X)
=1 ¢¢|f I()()
When f(x) are Gaussian densities, with the same covariance
matrix ! in each class, this leads to linear discriminant analysis.
By altering the forms for f(x), we get di" erent classibers.

¥ With Gaussians but di" erent!  in each class, we get
quadratic discriminant analysis.

¥ With fy(x) = jp:1 fik (Xj) (conditional independence
model) in each class we gehaive Bayes For Gaussian this
means the! ¢ are diagonal.
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Other forms of Discriminant Analysis

Pr(Y = k]X = x) = M
1=1 ! |f|(X)

When f(x) are Gaussian densities, with the same covariance
matrix ! in each class, this leads to linear discriminant analysis.
By altering the forms for fy(x), we get dil erent classipers.

QDA ¥ With Gaussians but di! erent! in each class, we get
High ¥ With fi(x) = P_; ik (x;) (conditional independence
dimension model) in each class we get ; For Gaussian this

means the! | are diagonal.

¥ Many other forms, by proposing specibc density models for
fk(X), including nonparametric approaches.



Quadratic Discriminant Analysis

Purple: Bayes decision boundary; black: LDA; green: QDA.
XN (MK ! k)

(=120 m)TE X! ) +log "

Because the! ¢ are di! erent, the quadratic terms matter.



Naive Bayes

S.
Useful whenp is large, and so multivariate methods like QDA
and even LDA break down.

¥ Gaussian naive Bayes assumes eath is diagonal:
+ -
"p p " 2
1P (x i
%(x) %log #  Tig(x) =5 o Ma)
: 2. $c
j=1 j=1 J

+ log #x

¥ can use formixed feature vectors (qualitative and
quantitative). If Xj is qualitative, replace f; (x;) with
probability mass function (histogram) over discrete
categories.

Despite strong assumptions, naive Bayes often produces good
classibcation results.
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LDA on Credit Data

Confusion matrix :

True Default Status
No Yes Total

Predicted No 9644 252 | 9896
Default Status Yes 23 81 104

Total | 9667 333 | 10000

(23 + 252)/ 10000 errors! a 2.75% misclassibcation rate!
Some caveats:

¥ This is error, and we may be overbtting.



LDA on Credit Data

True Default Status

No Yes| Total
Predicted No | 9644 252| 9896
Default Status  Yes 23 81 104
Total | 9667 333| 10000

(23 + 252)/ 10000 errors N a 2.75% misclassiPcation rate!

Some caveats:

¥ This is training error, and we may be overbtting.Not a big
concern here sincen = 10000 and p = 4!
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LDA on Credit Data

True Default Status

No Yes| Total
Predicted No | 9644 252| 9896
Default Status  Yes 23 81 104
Total | 9667 333| 10000

(23 + 252)/ 10000 errors N a 2.75% misclassiPcation rate!

Some caveats:

¥ This is training error, and we may be overbtting.Not a big
concern here sincen = 10000 and p = 4!

¥ If we classibed to the prior N always to classNoin this
case N we would make 33810000 errors, or only 3.33%.
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LDA on Credit Data

Unbalance data

True Default Status
No Yes Total
Predicted No 9644 252 | 9896
Default Status Yes 23 81 104
Total | 9667 333 | 10000

(23 + 252)/ 10000 errors! a 2.75% misclassibcation rate!
Some caveats:

¥ This is error, and we may be overbtting.

¥ If we classibed to the prior! always to classNo in this
case! we would make 33310000 errors, or only 333%.

¥ Of the true NoOs, we make 28667 = 0.2% errors; of the
true YesOs, we make 25333 = 75.7% errors!

¥ Sensitivity: TP/(TP+FN)=24.3%
¥ Specibcity: TN/(TN+FP)=99.8%



LDA

Predicted Class
- or Null + or Non-null Total
True - or Null True Neg.(TN) False Pos.(FP) N
Class + or Non-null False Neg.(FN) True Pos.(TP) P
Total N’ P’

TABLE 4.6. Possible results when applying a classiber or diagnostic test to a
population.

Name DePnition Synonyms

False Pos. Rate FP/N Type | Error, 1-Specibcity

True Pos. Rate TP/P 1-Type Il Error, Power, Sensitivity, Recall
Pos. Pred. Value TP/IP ! Precision, 1-False Discovery Proportion
Neg. Pred. Value TN/N !

TABLE  4.7. Important measures for classiPcation and diagnostic testing,
derived from quantities in Table 4.6.



Types of errors

False positive rate: The fraction of negative examples that are
classibed as positive N 0.2% in example.

False negative rate: The fraction of positive examples that are
classibed as negative N 75.7% in example.

We produced this table by classifying to classyesif

Br(Default = YegBalance, Student) $ 0.5

We can change the two error rates by changing the threshold
from 0.5 to some other value in [Q1]:

Br(Default = YegBalance, Student) $ threshold

and vary threshold
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LDA

True Default Status

No Yes | Total

Predicted No 9432 138 | 9570
Default Status Yes 235 195 430
Total \ 9667 333\ 10000

TABLE 4.5. A confusion matrix compares the LDA predictions to the true
default statuses for the 10, 000 training observations in the Default data set,
using a modibed threshold value that predicts default for any individuals whose
posterior default probability exceeds 20%.



Varying the threshold

0.6
|

= Overall Error
—— False Positive
—— False Negative

Error Rate
0.4
|

0.2

0.0 0.1 0.2 0.3 0.4 0.5
Threshold

In order to reduce the false negative rate, we may want to
reduce the threshold to 0.1 or less.
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Hypothesized

Column totals:

ROC curve

True class
P n
True False
Positives Positives
False True
Negatives Negatives
P N

fp rate = B> tprate = -
precision = P recall =
accuracy = BTN

F-measure 1/ precision il 7 recall

TP
P



ROC

Inst# Class Score Inst# Class Score
1 p 9 11 p 4
2 p .8 12 n .39
3 n 7 13 p .38
4 p .6 14 n .37
5 p .55 15 n .36
6 p .54 16 n .35
7 n .53 17 p .34
8 n .52 18 n .33
9 p 51 19 p .30

10 p .505 20 n A




ROC curve
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ROC Curve

0.8 1.0
1

0.6
|

True positive rate
0.4

0.2

T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0

False positive rate

The ROC plot displays both simultaneously.
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ROC Curve
ROC: receiver operating characteristics
True positive rate: sensitivity
False positive rate: 1 specibcity

o

0.6 0.8
1

True positive rate
0.4

0.2

0.0
1

T T T T T T
0.0 0.2 0.4 0.6 0.8 1.0

False positive rate

The ROC plot displays both simultaneously.
Sometimes we use the\UC or area under the curveto
summarize the overall performance. HigherxUC is good.



0.4 0.6 0.8 1.0

True positive rate

0.2

0.0

Example continued: Heart Test Data
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o 7 [] SupportVeptorCIassifier
= sVM: 1=102
= Support Vector Classifier = SVM: !:10"2
= LDA o | = svM:1=10""
o
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0.0 0.2 0.4 0.6 0.8 1.0 0.0 0.2 0.4 0.6 0.8 1.0
False positive rate False positive rate
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Logistic Regression versus LDA
For a two-class problem, one can show that for LDA

/ 0 / 0
|Og M = |og pl(x)

1" pu(x) p2(X)

= Ct CiXyp+ ...+ CGXp

So it has the same form as logistic regression.
The di" erence is in how the parameters are estimated.
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Logistic Regression versus LDA
For a two-class problem, one can show that for LDA

/ 0 / 0
log p1(x) = log p1(x)

1" pu(x) p2(X)

= Ct CiXyp+ ...+ CGXp

So it has the same form as logistic regression.
The di" erence is in how the parameters are estimated.

¥ Logistic regression uses the conditional likelihood based on
Pr(Y|X) (known as discriminative learning).
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For a two-class problem, one can show that for LDA

/ 0 / 0
log p1(x) = log p1(x)

1" pu(x) p2(X)

= Ct CiXyp+ ...+ CGXp

So it has the same form as logistic regression.
The di" erence is in how the parameters are estimated.

¥ Logistic regression uses the conditional likelihood based on
Pr(Y|X) (known as discriminative learning).

¥ LDA uses the full likelihood based on Pr(X,Y ) (known as
generative learning.
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Logistic Regression versus LDA
For a two-class problem, one can show that for LDA

/ 0 / 0
log pu(x)  _ log p1(x)

1" pu(x) p2(X)

= Ct CiXyp+ ...+ CGXp

So it has the same form as logistic regression.
The di" erence is in how the parameters are estimated.

¥ Logistic regression uses the conditional likelihood based on
Pr(Y|X) (known as discriminative learning).

¥ LDA uses the full likelihood based on Pr(X,Y ) (known as
generative learning.

¥ Despite these df erences, in practice the results are often
very similar.
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Logistic Regression versus LDA
For a two-class problem, one can show that for LDA

"o 0 e
lo A\ =lo 1 = + CiX1+ ...+ CyX
ST T pax) TR TS

So it has the same form as logistic regression.
The di" erence is in how the parameters are estimated.

¥ Logistic regression uses the conditional likelihood based on
Pr(Y|X) (known as discriminative learning).

¥ LDA uses the full likelihood based on Pr(X,Y ) (known as
generative learning.

¥ Despite these df erences, in practice the results are often
very similar.

Footnote: logistic regression can also bt quadratic boundaries
like QDA, by explicitly including quadratic terms in the model.
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Summary

¥ Logistic regression is very popular for classiPcation,
especially wherkK = 2.

¥ LDA is useful when n is small, or the classes are well
separated, and Gaussian assumptions are reasonable. Also
whenK > 2.

¥ Naive Bayes is useful whem is very large.

¥ See Section 4.5 for some comparisons of logistic regression,
LDA and KNN.

¥ How to do variable selection for LDA
Reference: Clemmensen Hastie Witten. Sparse discriminant analysis

Witten Tibshirani. Penalized classibcation using FisherOs linear
discriminant. JRSSB, 2011

Zou and Yuan. A direct approach to sparse discriminant analysis

in ultra-high dimension. Biometrika,2012

Quiz: Exercise 612, simulation



Comparision of classibcation methods

¥ p=2replicates= 100

¥ Scenario 1: There were 50 training observations in each of
two classes. The observations within each class were
uncorrelated random normal variables with a dilerent
mean in each class.

¥ Scenario 2: Details are as in Scenario 1, except that within
each class, the two predictors had a correlation of 0.5.

¥ Scenario 3: We generated ; and X, from the t(3), with
50 observations per class. The setup violated the
assumptions of LDA, since the observations were not drawn
from a normal distribution.



LDA

SCENARIO 1 SCENARIO 2 SCENARIO 3
g T
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KNN-1 KNN-CV  LDA  Logistc QDA KNN-1 KNN-CV  LDA  Logistic QDA KNN-1 KNN-CV  LDA  Logisc QDA

FIGURE 4.10. Bozplots of the test error rates for each of the linear scenarios
described in the main text.



Comparision of classibcation methods

¥ Scenario 4: The data were generated from a normal
distribution, with a correlation of 0.5 between the
predictors in the prst class, and correlation oft 0.5
between the predictors in the second class.

¥ Scenario 5: Within each class, the observations were
generated from a normal distribution with uncorrelated
predictors. However, the responses were sampled from the
logistic function using X 2, X3, and X1 " X, as predictors.
Consequently, there is a quadratic decision boundary.

¥ Scenario 6: Details are as in the previous scenario, but the
responses were sampled from a more complicated non-linear
function. As a result, even the quadratic decision
boundaries of QDA could not adequately model the data.



LDA

SCENARIO 4 SCENARIO 5 SCENARIO 6
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FIGURE 4.11. Bozplots of the test error rates for each of the non-linear sce-
narios described in the main text.



