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Moving Beyond Linearity

The truth is never linear!
Or almost never!

But often the linearity assumption is good enough.

When its not ...

e polynomials,

step functions,

e splines,

e local regression, and

e generalized additive models

offer a lot of flexibility, without losing the ease and
interpretability of linear models.
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Details

e Create new variables X; = X, Xy = X2, etc and then treat
as multiple linear regression.
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as multiple linear regression.

e Not really interested in the coefficients; more interested in
the fitted function values at any value xq:

~

f(x0) = Bo + Bizo + Baa? + Baag + Baxd.

e Since f (zp) is a linear function of the By, can get a simple
expression for pointwise-variances Var[f(xo)] at any
value xg. In the figure we have computed the fit and
pointwise standard errors on a grid of values for zg. We

show f(xz0) +2 - se[f(x0)].



Details

Create new variables X; = X, Xo = X2, etc and then treat
as multiple linear regression.

Not really interested in the coefficients; more interested in
the fitted function values at any value xq:

~

f(x0) = Bo + Bizo + Baa? + Baag + Baxd.

Since f (zp) is a linear function of the By, can get a simple
expression for pointwise-variances Var[f(xo)] at any

value xg. In the figure we have computed the fit and
pointwise standard errors on a grid of values for zg. We
show f(xz0) +2 - se[f(x0)].

We either fix the degree d at some reasonably low value,
else use cross-validation to choose d.



Details continued

e Logistic regression follows naturally. For example, in figure
we model

exp(Bo + Brxi + Pox? 4 ... + Bazd)
1+ eXp(ﬂo + Brx; + 52%22 +...+ ﬁd:(};l)

Pr(yi > 250\@7) =

e To get confidence intervals, compute upper and lower
bounds on on the logit scale, and then invert to get on
probability scale.
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e Logistic regression follows naturally. For example, in figure
we model

exp(Bo + Brxi + Pox? 4 ... + Bazd)

Pr(y; > 250|z;) = '
r(y i) 1+ exp(Bo + fri + Box} + ... + Baxl)

e To get confidence intervals, compute upper and lower
bounds on on the logit scale, and then invert to get on
probability scale.

e Can do separately on several variables—just stack the
variables into one matrix, and separate out the pieces
afterwards (see GAMs later).



Details continued

Logistic regression follows naturally. For example, in figure
we model

exp(Bo + Brxi + Pox? 4 ... + Bazd)

Pr(y; > 250|x;) = .
(y [2:) 1+ eXp(ﬂo + Brx; + 52%22 +...+ ﬁd:(};l)

To get confidence intervals, compute upper and lower
bounds on on the logit scale, and then invert to get on
probability scale.

Can do separately on several variables—just stack the
variables into one matrix, and separate out the pieces
afterwards (see GAMs later).

Caveat: polynomials have notorious tail behavior — very
bad for extrapolation.

Can fit using y ~ poly(x,degree = 3) in formula.


kuangnan Fang



Bad tail behavior for polynomial regression

e Let us consider the function known as Runge's example (left
panel)
1
o) =1
e interpolated using a 15th polynomial(right panel).
e It turns out that high order interpolation using global
polynomial often is dangerous.
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Another way of creating transformations of a variable — cut

Step Functions

the variable into distinct regions.

Cu(X) = I(X < 35),
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Step functions

Co(X)=1(X<a),
Cl(X):I(01§X<CQ),
CQ(X):I(62§X<C3),

CK_l(X):I(CK_1§X<CK),
Cx(X) =1 (cx < X)



Step functions

e Notice that for any value of X,
Co(X) + C1(X) + -+ + Ck(X) =1,

since X must be in exactly one of the K + 1 intervals.

® We then use least squares to fit linear model using
C1(X),C5(X), -+ ,Ckg(X) as predictors:

yi = Bo + B1C1(X) + B1C1(X) + -+ B Cr(X) + €

® For logistic regression

exp (Bo + £1C1 (%)) + -+ - + BrCrk (x3)

Pr(yi > 250|:) = 1+exp (Bo + S1C1 (i) + - + BrCr (i)



Step functions continued

e Easy to work with. Creates a series of dummy variables
representing each group.



Step functions continued

e Easy to work with. Creates a series of dummy variables
representing each group.

e Useful way of creating interactions that are easy to

interpret. For example, interaction effect of Year and Age:

I(vear < 2005) - Age, I(Vear > 2005) - Age

would allow for different linear functions in each age
category.
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representing each group.

e Useful way of creating interactions that are easy to
interpret. For example, interaction effect of Year and Age:

I(vear < 2005) - Age, I(Vear > 2005) - Age

would allow for different linear functions in each age
category.

e In R: I(year < 2005) or cut(age, c(18, 25,40, 65,90)).
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Step functions continued

Easy to work with. Creates a series of dummy variables
representing each group.

Useful way of creating interactions that are easy to

interpret. For example, interaction effect of Year and Age:

I(vear < 2005) - Age, I(Vear > 2005) - Age

would allow for different linear functions in each age
category.

In R: I(year < 2005) or cut(age, c(18, 25,40, 65,90)).

Choice of cutpoints or knots can be problematic. For
creating nonlinearities, smoother alternatives such as
splines are available.



Basis functions

Polynomial and piecewise-constant regression models are in
fact special cases of a basis function approach.

Yi = Bo + Biby (i) + Baba (wi) + -+ + Brbr (z:) + €
where basis function by(-),ba(+), -+ ,bi(-) are fixed and
known.

For b; (x;) = 2.
For

bj (wi) = I(cj < @i < ¢jya).
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Moving Beyond Linearity

Denote by hp,(X) : RP — R the mth transformation of X, m =
1,..., M. We then model

FX) =" Buhm(X), (5.1)

a linear basis expansion in X. The beauty of this approach is
that once the basis functions h,, have been determined, the
models are linear in these new variables, and the fitting
proceeds as before.



Moving Beyond Linearity

Some simple and widely used examples of the h,, are the following:

hm(X) = X,n,m =1,...,p recovers the original linear model.

h(X) = X3 or hy,(X) = X; X}, allows us to augment the inputs
with polynomial terms to achieve higher-order Taylor
expansions. Note, however, that the number of variables grows
exponentially in the degree of the polynomial. A full quadratic
model in p variables requires O (p2) square and cross-product
terms, or more generally O (pd) for a degree-d polynomial.

hm(X) =log (X;), /X, ... permits other nonlinear
transformations of single inputs. More generally one can use
similar functions involving several inputs, such as h,,(X) = || X]||.

hm(X) =1 (L, < X, < U,,), an/indicator for a region of Xj.
By breaking the range of X} up inte My such nonoverlapping
regions results in a model with a piecewise constant contribution

for X.
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Piecewise Polynomials

e Instead of a single polynomial in X over its whole domain,
we can rather use different polynomials in regions defined
by knots. E.g. (see figure)

~ JBor + B + Bonx? + Barx + 6 if 2 < ¢
' Boz + Braxi + Bosa? + Baoxd + € if x> c.
e Better to add constraints to the polynomials, e.g.
continuity.

e Splines have the “maximum” amount of continuity.
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Linear Splines

A linear spline with knots at &, k= 1,..., K is a piecewise
linear polynomial continuous at each knot.

We can represent this model as
Yi = Bo + Pibi(x;) + Baba(wi) + - + Brt3br+s(xi) + €,

where the by are basis functions.
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Linear Splines
A linear spline with knots at &, k=1,..., K is a piecewise
linear polynomial continuous at each knot.

We can represent this model as
Yi = Bo + Pibi(x;) + Baba(wi) + - + Brt3br+s(xi) + €,
where the by are basis functions.

bl(l’l) = X;
karl(xi) = (xi_gk)-i-? k=1,...,K

Here the ()4 means positive part; i.e.

(%-&MZ{ vk i G

0 otherwise

9/23
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More for spline

® Simple linear model:
yi = Po + fizi + €
X matrix:

X=|":
1 =z,
¢ Quadratic model (polynomial):

yi = Bo + Brxi + Box? + €

X matrix:
1 x 2
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More for spline
® Broken stick model:
yi = Bo + P1wi + P11 (z; — 0.6), + ¢

X matrix:
1 2 (z1-06),

X = : :
i x-n (zn 7.0.6)+
® Whip model (polynomial):
yi = Po+ 1z + Bi1 (wi — 0.5) | + P12 (wi — 0.55) -+ + 1k (zi — 0.95), +e;
X matrix:
1 =z (z1-05), (z1—-055), - (z1—095),
X = : : : : . :
i :cn (zn —.0-5)+ (zn — b.55)+ o (o — b.95)+

® Spline model for f

K
f@)=Bo+Brz+ > by (z—ke),

k=1
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Linear splines

One could argue that the most
fundamental short-coming of the linear
spline interpolant to f is that they are
not “smooth”: that is, although

li (i) = lit1 (i)

it is generally the case that

Ui (i) # liy (24) .

Also, the interpolating function cannot
capture the “curvature” of f. (If you
think about this last statement, you’ll
see that it can be expressed as

I"(x) =0 for all z € [a,].)




Cubic Splines
A cubic spline with knots at &, k=1,..., K is a piecewise

cubic polynomial with continuous derivatives up to order 2 at
each knot.

Again we can represent this model with truncated power basis
functions

yi = Bo + Brbi(xi) + Baba(w) + -+ + Bry3br3(xi) + €,

bi(z;)) = =
bo(zi) = af
bs(z;) = xf’
bpts(xi) = (lez—fk)i_, k=1,....K

where ( )3
e (@i = &) ifw > &
(i §k)+ o { 0 otherwise

11/23
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Cubic splines

e Let f be a function that is continuous on [a, b]. The cubic
spline interpolant to f is the continuous function S such
that

(i)for i =1,..., N, on each interval [z;_1, ], let
S(z) = si(z), Where each of the s; is a cubic polynomial.

(i)s; (xi—1) = f(xj—1) fori=1,...,N,

(iii)s; (z )—f( ;) fori=1,... N,

(iv)s} (z;) = slJrl (x;) fori=1,...,N —1,

(V)Sl (25) = 574 () for i =1,...,N — 1.

® So, we have defined the cubic spline S as a function that
interpolates f at IV + 1 points, has continuous first and
second derivatives on [zg, 2] and is a cubic polynomial on
each of the n intervals [z;_1,x;]. That is, it is piecewise
cubic.



Cubic splines

® We know that one can write a cubic as ag + a1z + asz? + asz>.

So it takes 4 terms to uniquely define a single cubic. To define
the spline we need 4N terms. They can be found by solving 4N
(linearly independent) equations. But the definition only gives
4N — 2 equations.

The “missing” equations can be chosen in a number of ways:

(i) by setting S” (x) = 0 and S” (xn) = 0. This is called a
natural spline, and is the approach we’ll take.

(ii) by setting S’ (z9) = 0 and S’ (z) = 0. This is called a
clamped spline.

(iii) set S’ (xg) = 5" (zn) and S” (z9) = S (xn) . This is the
periodic spline and is used for interpolating, say, trigonometric
functions.

(iv) only use N — 2 components of the spline: so,...,sy_1.
But extend to two end ones so that ss (z9) = f (z0) and
sny—1 = f(xn). This is called the not-a-knot condition.



B-Splines

<< <1y <&
Tj+M:§j7j:17'” aK
Exk+1 S TR4M+1 S TR4M+2 < - < Tryom

B 1 ifrn<z< Ti+1
Bia(x) = { 0 otherwise

fori=1,..., K +2M — 1. These are also known as Haar
basis functions.

Xr —T; Ti+tm — T
Bim(z) = By (x) + ———

Tit+m—1 — Ty Ti+m — Ti+1

fori=1,..., K +2M — m.

Bi-‘rl,m—l (33)



B-Splines

B-splines of Order 1

B-splines of Order 2
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Natural cubic spline

g Global Linear
Global Cubic Polynomial

o Cubic Spiine - 2 knots

o = Natural Cudic Spline - 6 knots
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X consisting of 50 points drawn at random from UJ0, 1], and an assumed error
model with constant variance. The linear and cubic polynomial fits have two and
four degrees of freedom, respectively, while the cubic spline and natural cubic
spline each have six degrees of freedom. The cubic spline has two knots at 0.33
and 0.66, while the natural spline has boundary knots at 0.1 and 0.9, and four
interior knots uniformly spaced between them.



Natural Cubic Splines
A natural cubic spline extrapolates linearly beyond the
boundary knots. This adds 4 = 2 x 2 extra constraints, and
allows us to put more internal knots for the same degrees of
freedom as a regular cubic spline.

—— Natfural Cubic Spline
—— Cubic Spline
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Fitting splines in R is easy: bs(x, ...) for any degree splines,
...) for natural cubic splines, in package splines.

and ns(x,
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Knot placement

e One strategy is to decide K, the number of knots, and then
place them at appropriate quantiles of the observed X.

e A cubic spline with K knots has K + 4 parameters or
degrees of freedom.

e A natural spline with K knots has K degrees of freedom.

— —— Polynomial

degree-14 polyno-
mial and a natural
cubic spline, each
] with 15df.
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Knot placement

e One strategy is to decide K, the number of knots, and then
place them at appropriate quantiles of the observed X.

e A cubic spline with K knots has K + 4 parameters or
degrees of freedom.

e A natural spline with K knots has K degrees of freedom.

= Rmgree] Comparison of
— —— Polynomial

degree-14 polyno-
mial and a natural
cubic spline, each
7 with 15df.

ns(age, df=14)
poly(age, deg=14)
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Smoothing spline

In the last section, we create splines by specifying a set of
knots, producing a sequence of basis funcitons and then
using LS to estimate spline coefficients.  polynomial spline

Now, we introduce a somewhat different approach
smoothing spline.

In fitting a smooth curve to a set of data, we need to find
function g(z) to fits the observed data well. That is we
want RSS = Y21, (yi — g (:))” to be small.

However, if we don’t put any constraints on g(x;), then we
can make RSS zero by choosing g such that it interpolates
all of y;. Overfit, too rough.

How might we ensure that g is smooth?
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polynomial spline


Smoothing Splines

This section is a little bit mathematical

Consider this criterion for fitting a smooth function g(x) to
some data:

A (t)2dt
muglerglze Z 3:1 —|— /
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Smoothing Splines

This section is a little bit mathematical

Consider this criterion for fitting a smooth function g(x) to
some data:

A (t)2dt
muglerglze Z 3:1 —|— /

e The first term is RSS, and tries to make g(x) match the
data at each x;.
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Smoothing Splines

This section is a little bit mathematical

Consider this criterion for fitting a smooth function g(x) to
some data:

A (t)2dt
muglerglze Z 3:1 —|— /

e The first term is RSS, and tries to make g(x) match the
data at each x;.
e The second term is a roughness penalty and controls how

wiggly g(x) is. It is modulated by the tuning parameter
A>0.
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Smoothing Splines

This section is a little bit mathematical

Consider this criterion for fitting a smooth function g(x) to
some data:

minimize g(z;) A 2dt
geS Z ' + /

e The first term is RSS, and tries to make g(x) match the
data at each x;.
e The second term is a roughness penalty and controls how

wiggly g(x) is. It is modulated by the tuning parameter
A>0.

e The smaller A\, the more wiggly the function, eventually
interpolating y; when A = 0.
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Smoothing Splines

This section is a little bit mathematical

Consider this criterion for fitting a smooth function g(x) to
some data:

minimize g(z;) A 2dt
geS Z ' + /

e The first term is RSS, and tries to make g(x) match the
data at each x;.

e The second term is a roughness penalty and controls how
wiggly g(x) is. It is modulated by the tuning parameter
A > 0.
e The smaller A\, the more wiggly the function, eventually
interpolating y; when A = 0.
e As A\ — oo, the function g(x) becomes linear.

16 / 23



Smoothing Splines continued

The roughness penalty still controls the
roughness via .
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Smoothing Splines continued
The solution is a natural cubic spline, with a knot at every
unique value of ;. The roughness penalty still controls the
roughness via A.

Some details
e Smoothing splines avoid the knot-selection issue, leaving a
single A to be chosen.



Smoothing Splines continued
The solution is a natural cubic spline, with a knot at every
unique value of ;. The roughness penalty still controls the
roughness via A.

Some details
e Smoothing splines avoid the knot-selection issue, leaving a
single A to be chosen.

e The algorithmic details are too complex to describe here.
In R, the function smooth.spline () will fit a smoothing
spline.



Smoothing Splines continued

The solution is a natural cubic spline, with a knot at every
unique value of ;. The roughness penalty still controls the
roughness via A.

Some details

e Smoothing splines avoid the knot-selection issue, leaving a
single A to be chosen.

e The algorithmic details are too complex to describe here.
In R, the function smooth.spline () will fit a smoothing
spline.

e The vector of n fitted values can be written as gy = Syy,
where Sy is a n X n matrix (determined by the z; and \).

e The effective degrees of freedom are given by

dfr=> {Si}i
i=1



Smoothing spline

® [t can be shown the criterion of smoothing spline has an
explicit, finite-dimensional, unique minimizer which is a
natrural cubic spline with knots at the unique values of the
xi,i=1,--- N.

e We can write f(x) as

where the N;(z) are an N dimensional set of basis
functions.

® The criterion thus reduces to



Smoothing spline

RSS(0,\) = (y — NO) ' (y — N6) + \0TQn0 (5.11)

where {N}U = Nj (1’1) and {QN}jk = fN]”(t)ng(t)dt The
solution is easily seen to be

6= (NN + AQy) " NTy, (5.12)

a generalized ridge regression. The fitted smoothing spline is
given by

f(z) =) Ni(2)b;. (5.13)



Smoothing spline

A smoothing spline with prechosen A is an example of a linear
smoother (as in linear operator). This is because the estimated
parameters in (5.12) are a linear combination of the y;. Denote
by f the N -vector of fitted values f (z;) at the training
predictors x;. Then

N

f= N(NTN+)\QN) 'NTy

sy (5.14)

Again the fit is linear in y, and the finite linear operaton Sy is
known as the smoother matriz. One consequence of this
linearity is that the recipe for producing f from y does not
depend on y itself; Sy depends only on the z; and A.
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Smoothing spline

Linear operators are familiar in more traditional least squares
fitting as well. Suppose B¢ is a N x M matrix of M
cubic-spline basis functions evaluated at the N training points
x;, with knot sequence £, and M < N. Then the vector of fitted
spline values is given by

r 3 T 15T
f_Bf (B§ Bé) ny (5.15)

Here the linear operator H is a projection operator, also
known as the hat matrix in statistics. There are some
important similarities and differences between H¢ and S).



Smoothing spline

® Both are symmetric, positive semidefinite matrices.

* H:H; = H¢ (idempotent), while SyS) < S,, meaning that
the righthand side exceeds the left-hand side by a positive
semidefinite matrix. This is a consequence of the shrinking
nature of Sy, which we discuss further below.

® H¢ has rank M, while Sy has rank N.

The expression M = trace (H¢) gives the dimension of the
projection space, which is also the number of basis functions,
and hence the number of parameters involved in the fit. By
analogy we define the effective degrees of freedom of a
smoothing spline to be

df )\ = trace(S,) (5.16)
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Smoothing spline

® Since S, is symmetric (and positive semidefinite), it has a real
eigendecomposition. Before we proceed, it is convenient to
rewrite Sy in the Reinsch form

Sy= T+ \K)™, (5.17)

where K does not depend on A (Exercise 5.9). since f=S,y
solves
min(y — )T (y — £) + MTKF (5.18)

® Reinsch form

§=N(NTN+20y) ' NTy = N (NT [[+ AN-TQN] N)

— (I+AN-TQN-Y) "'y = (T + AK) 1y

NTy

K is known as the penalty matrix.



Smoothing spline

® The eigen decomposition of Sy

N
Sy =Y pr(Muuf
k=1

with
1

T 1+ M\,

and dj the corresponding eigenvalue of K.

Pr(N)



Smoothing spline

® The eigenvectors are not affected by changes in A\, and hence the whole
family of smoothing splines (for a particular sequence x ) indexed by A have
the same eigenvectors.

° S\y= Zszl ugpk(N) (ug,y), and hence the smoothing spline operates by
decomposing y w.r.t. the (complete) basis {uy}, and differentially shrinking
the contributions using py(A). This is to be contrasted with a
basis-regression method, where the components are either left alone, or
shrunk to zero — that is, a projection matrix such as H¢ above has M
eigenvalues equal to 1, and the rest are 0. For this reason smoothing splines
are referred to as shrinking smoothers, while regression splines are
projection smoothers (see Figure 3.17 on page 80).

® The sequence of uy, ordered by decreasing px(\), appear to increase in
complexity. Indeed, they have the zero-crossing behavior of polynomials of
increasing degree. since Syur = px(A)ug, we see how each of the
eigenvectors themselves are shrunk by the smoothing spline: the higher the
complexity, the more they are shrunk. If the domain of X is periodic, then
the uy are sines and cosines at different frequencies.



Smoothing spline

The first two eigenvalues are always one, and they correspond to the
two-dimensional eigenspace of functions linear in # (Exercise 5.11), which
are never shrunk.

The eigenvalues p(A) = 1/ (1 + Adj) are an inverse function of the
eigenvalues dj of the penalty matrix K, moderated by A; A controls the rate
at which the pg(\) decrease to zero. di = d2 = 0 and again linear functions
are not penalized.

One can reparametrize the smoothing spline using the basis vectors uy (the
Demmler-Reinsch basis). In this case the smoothing spline solves

min [ly — U0|? + 26T Do, (5.21)

where U has columns ui and D is a diagonal matrix with elements dj.

dfy = trace (Sy)) = Zi\;l pr(N). For projection smoothers, all the
eigenvalues are 1, each one corresponding to a dimension of the projection
subspace.



Smoothing Splines continued — choosing A

e We can specify df rather than A!
In R: smooth.spline(age, wage,df = 10)
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Smoothing Splines continued — choosing A

\lambda->0, df->N, S_\lambda->|
\lambda->infinity,df->2,S_\lambda-
>H

e We can specify df rather than A!

In R: smooth.spline(age, wage,df = 10)
e The leave-one-out (LOO) cross-validated error is given by

n ' n L 7 2
RSSev(A) = Z(yz - gg\—z)(%))z = Z [%— {gé‘i})] .
i=1 i=1 "

In R: smooth.spline(age, wage)
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Local Regression

Local Regression
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With a sliding weight function, we fit separate linear fits over
the range of X by weighted least squares.
See text for more details, and loess () function in R.
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local regression

Algorithm 7.1 Local Regression At X = xg

1. Gather the fraction s = k/n of training points whose z; are closest
to xg.

2. Assign a weight K;o = K(z;, o) to each point in this neighborhood,
so that the point furthest from xo has weight zero, and the closest
has the highest weight. All but these k nearest neighbors get weight
Zero.

3. Fit a weighted least squares regression of the y; on the z; using the
aforementioned weights, by finding Sy and 3; that minimize

ZKiO(yi — Bo — Brzi)*. (7.14)
i—1

4. The fitted value at xg is given by f(mo) = 30 + leg.




Local regression

® Locally weighted regression solves a separate weighted least
squares problem at each target point zq:

N
K ; — — 12
a(xf,%n( Z A (@0, @) [yi — (o) — B (20) 4]
e The estimate is then f (z0) = o (o) + 8 (Z0) zo.
® Define the vector function b(x)” = (1, ), let B be the
N x 2 rgression matrix with ith row b (z;)7 , and W ()

the N x N diagonal matrix with ¢ th diagonal element
K (zo,z;), then

f (o) = b(20)” (BTW (20) B) " BTW () y
N

= Z li (:L’o) Yi-

i=1



Multidimensional spline

So far we have focused on one-dimensional spline models. Each of the
approaches have multidimensional analogs. Suppose X € R?, and we
have a basis of functions hi; (X1),k =1,..., M for representing
functions of coordinate X, and likewise a set of My functions

haog (X2) for coordinate Xs5. Then the M7 x My dimensional tensor
product basis defined by

gjk(X) = hlj (Xl)hgk (Xg) ,j = 1,...,M1,k = 1,.. .,Mg (535)

can be used for representing a two-dimensional function:

My M>

9(X) =D Oikgin(X). (5.36)

j=1k=1



Multidimensional spline




Allows for flexible nonlinearities in several variables, but retains

Generalized Additive Models

the additive structure of linear models.

fi(year)

vi = Po+ fi(xia) + fa(wio) + - + fp(xip) + €.

<HS HS  <Coll Coll >Coll
& 2 -
o | o
8 T
o | °
A @
o
&
° = ]
o | 2 -
e —~ o T
o 24 T o -
o] B e
= 54 3. .
2 4 = -
T s | o
o ! 0 —_
Y7 ° -
g 8
° e
8 Bl
‘ 34 g4
L B e e " Lpmmo———— | P EE—
2003 2005 2007 2009 20 30 40 50 60 70 80
education

year

age



Fitting a GAM

e |f the functions f; have a basis representation, we can
simply use least squares:

* Natural cubic splines
® Polynomials

e Step functions

wage = o+ fi( year)+ fo( age)+ f3( education) +



Fitting a GAM

¥ Otherwise, we can usebackfitting:



Fitting a GAM

¥ Otherwise, we can usebackfitting:
1. Keep f2,..., fp Pxed, and bt f; using the partial residuals:

yi —'o— f2(xi2) —aaa fp (Iip)

as the response.



Fitting a GAM

¥ Otherwise, we can usebackfitting:
1. Keep f2,..., fp Pxed, and bt f; using the partial residuals:

yi —'o— f2(xi2) —aaa fp (IZ;D)

as the response.

2. Keep f1, f3,..., fp Pxed, and bt f, using the partial
residuals:

yi —'o — fi(zin) — fa(xi3) —aéda& f, (vip)

as the response.



Fitting a GAM

¥ Otherwise, we can usebackfitting:
1. Keep f2,..., fp Pxed, and bt f; using the partial residuals:

yi —'o— f2(xi2) —aaa fp (IZ;D)

as the response.

2. Keep f1, f3,..., fp Pxed, and bt f, using the partial
residuals:

yi —'o — fi(zin) — fa(xi3) —aéda& f, (vip)

as the response.
3. ..



Fitting a GAM

¥ Otherwise, we can usebackfitting:
1. Keep f2,..., fp Pxed, and bt f; using the partial residuals:

yi —'o— f2(xi2) —aaa fp (IZ;D)

as the response.
2. Keep f1, f3,..., fp Pxed, and bt f, using the partial
residuals:

yi —'o — fi(zin) — fa(xi3) —aéda& f, (vip)

as the response.
3. ..
4. lterate



Fitting a GAM

¥ Otherwise, we can usebackfitting:
1. Keep f2,..., fp Pxed, and bt f; using the partial residuals:

yi —'o— f2(xi2) —aaa fp (IZ;D)

as the response.
2. Keep f1, f3,..., fp Pxed, and bt f, using the partial
residuals:

yi —'o — fi(zin) — fa(xi3) —aéda& f, (vip)

as the response.
3. ..
4. lterate
¥ This works for smoothing splines and local regression.



GAM details
e Can fit a GAM simply using, e.g. natural splines:

1lm(wage ~ ns(year,df = 5) + ns(age,df = 5) + education)
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GAM details
e Can fit a GAM simply using, e.g. natural splines:

1lm(wage ~ ns(year,df = 5) + ns(age,df = 5) + education)

e Coefficients not that interesting; fitted functions are. The
previous plot was produced using plot.gam.
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GAM details
e Can fit a GAM simply using, e.g. natural splines:

1lm(wage ~ ns(year,df = 5) + ns(age,df = 5) + education)

e Coefficients not that interesting; fitted functions are. The
previous plot was produced using plot.gam.

e Can mix terms — some linear, some nonlinear — and use
anova() to compare models.

N
N

S



GAM details
Can fit a GAM simply using, e.g. natural splines:

1lm(wage ~ ns(year,df = 5) + ns(age,df = 5) + education)

Coefficients not that interesting; fitted functions are. The
previous plot was produced using plot.gam.

Can mix terms — some linear, some nonlinear — and use
anova() to compare models.

Can use smoothing splines or local regression as well:

gam(wage ~ s(year,df = 5) + lo(age, span = .5) + education)
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GAM details
Can fit a GAM simply using, e.g. natural splines:

1lm(wage ~ ns(year,df = 5) + ns(age,df = 5) + education)

Coefficients not that interesting; fitted functions are. The
previous plot was produced using plot.gam.

Can mix terms — some linear, some nonlinear — and use
anova() to compare models.

Can use smoothing splines or local regression as well:

gam(wage ~ s(year,df = 5) + lo(age, span = .5) + education)

GAMs are additive, although low-order interactions can be
included in a natural way using, e.g. bivariate smoothers or
interactions of the form ns(age,df=5) :ns(year,df=5).

N
N
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w



Ji(year)

GAMs for classification

o2 <1f(;?x>) — o f1(X0) + folXa) -+ ().
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gam(I(wage > 250) ~ year + s(age,df = 5) + education,family = binomial)



GAM

Algorithm 9.2 Local Scoring Algorithm for the Additive Logistic Regres-
sion Model.

1. Compute starting values: & = log[g/(1 — §)], where § = ave(y;), the
sample proportion of ones, and set f; = 0 Vj.

2. Define i =& +3>; f](:c”) and p; = 1/[1 + exp(—7;)]-
Iterate:

(a) Construct the working target variable

. (yi— i)
2=
e pi(1 —pi)
(b) Construct weights w; = p;(1 — p;)

(c) Fit an additive model to the targets z; with weights w;, us-
ing a weighted backfitting algorithm. This gives new estimates

&, [, Vj
3. Continue step 2. until the change in the functions falls below a pre-
specified threshold.




Nonparametric Beta regression

Fractional data that are restricted in the standard unit interval
(0, 1) with a highly skewed distribution are commonly
encountered.

the linear regression model cannot always guarantee that the
btted or predicted values will fall into the unit interval (O , 1).

To overcome such issues, one possible approach is to brst
transform the response such that it can take values within
(—o0, + 00) and then apply a regression model to the
transformed response.

such an approach still has shortcomings; one shortcoming is that
the coel<ciants cannot easily be interpreted in terms of the
original response, and another shortcoming is that the fractional
response is generally asymmetric and highly skewed.

one appealing model is beta regression, which response variable
is assumed to follow a beta distribution within the unit interval
(0,1).



Nonparametric Beta regression
: ;

° |et 'yi,XiT T ,i=1,...,n, be vectors that are independent and
identically distributed as (y, X), wherey is a response variable
that is restricted to the unit interval (0 ,1) and
X =(xi1, - ,xip)T € R? is the ith observation of the p
covariates, which are assumed to be bxed and known.

® The beta density is:
. _ r(¢) - o
Iimd) = foama —mg? @0 O

where 1 € (0,1) is the mean ofy, ¢ > 0 is a precision parameter,
and I'(+) is the gamma function. The variance ofy is

var(y) = p(l—p)/(1+ ).
® Linear beta regression model:

i

g () = Ti; 05, 2

j=1

where g(-) is a strictly monotonic and twice-di [efentiable link
function that maps (0, 1) into R.



Nonparametric Beta regression

We propose nonparametric additive beta regression:

HP
g(pi) = [ (zij) 3

J=1
where u; = E(y;),i=1,--- ,n. g(-) is a strictly monotonic and
twice-di [efientiable link function that maps (0, 1) into R, and we
use the logit link function ¢(x) =log {x/(1 — 1)} in this study.
f;s are unknown smooth functions to be estimated, and suppose
that some of them are zero.

Using B-splines to approximate each of the unknown functions
f;s, we can have the following approximation

n

fi(x) =~ fnj(x) = Bik®Pr(z),

k=1
with m,, coelcidnts B, k=1, - ,my,.
w g
g (ui) =~ Bo + BixPr (z4;) - 4)

j=1k=1



Nonparametric Beta regression
The objective function:

#P I "
L(B,¢) = UB,¢) —n  wi(ma) B |IBjlly »  (5)

j=1
wherel(j3, ¢) = $ 1 li (1, @) is the log-likelihood function,

li (i, @) =In T(¢) —INT (pi) —INT((1 — p5) $)
+(pid —DIny; + {1 —p) ¢ — 1} In(1 —y),

P, () is a penalty function, w;(-) is used to rescale the
penalty with respect to the dimensionality of the parameter
vector ;.
The penalized likelihood estimators are then debned as
% &
B, @ =argmax. 4 L(J, ¢).



Nonparametric Beta regression

Theorem(Estimation consistency)

' )
DebneFr = j: EB’MEQ 70,1<j<p ,and let M| denote
the cardinality of any set M C {1,---,p}. Under conditions
(C1) — (C4), we can obtain the following:

(i) With probability converging to 1 | |F7| < M; |Fr| = Mq for
a bnite constant M7 > 1.

*

. + ' 9

(||)O/Lf max 8{3!/ 1185115 my/n? — 0 asn — oo, then
P j'-T D Fr —p 1.

gii) ) 0

2 ! %o /((n 2, 2
p E b E — C o —2d+1 4 max{P{ (||" j]|2)}*m;
=1 Pnj — B o Op my, + Op v :




Theorem(Selection consistency)

Under conditions (C1)D(C5), we have:
% &
) P Bp=08 —1

Debnef}(x) = $ o Bik®r(2). Under conditions (C1)D(C5), we
have

()p (HfjH2 > 0,5 € Fr and HfjHZ —0,j€ ]—'F/]-'T) Syl

@S |5~ ] = 0n () +0p (4 (max (B4 (I 51,)})? /n2).



